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Developing a Prototype

When creating a prototype, it is best to begin with simple objects and build up to full
games in Second Life. Games can combine any number of scripts, primitives, and tex-
tures. This example is a walkthrough of how to create a simple toy, the Infinicy Ball
(not to be confused with a popular trademarked toy). Take a look at Figure 7.4.6 to
see the Infinity Ball being created.

The main benefit of Second Life development is that everything can be viewed

and created in-world. In Figure 7.4.6, there are windows open for textures, geometry,
files, and scripts. Many other windows are available to you, as well. Especially useful
is the debug menu, which is normally unseen. To turn on the debug menu, hit
Curl+Alt+Shift+D. The Debug Menu has the ability to open the error message win-
dow. It can be used to toggle off the terrain so that lost geometry can be more easily
found. It can also be used to monitor environment variables, such as wind.
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To create your own Infinity Ball, follow these steps:

* First, go to a location on the map that has open Create permissions. This may be
a public sandbox (there are many), or you can purchase land for this project.

* Right-click on the terrain and choose the Create button on the window that pops
up. This will present you with a set of primitive objects you can create. Primitive
objects range from cubes to trees.

* Select Sphere, and the cursor will turn into a magic wand.

* Click on the terrain. This will create a sphere.

* Now it is time to get a texture for the Infinity Ball. To do this, select Upload
Image... from the File menu.

5« Find the Infinity_Ball_Texture.tga file on the accompanying CD-ROM and

ONTHECD select it.

¢ Select Inventory from the View menu.

e Click on the Textures folder and drag Infinity_Ball_Texture onto the sphere, and
the sphere should appear with the texture applied to it.

 Now, reposition the Sphere using the Move tool in the Create window.

¢ Go back to the Inventory window and select Create, and then New Script.

e The new script should be in the Scripts folder in the Inventory window.

¢ Right-click on New Script and rename it Infinity Ball Script.

* Double-click Infinity Ball Script to open the Script Editor window.

* In the Script Editor window, paste the following code:

float max = 8.0;
default

// This code runs when a player touches the object
touch_start(integer total_number)

{
float choice;
integer result;
// 11Frand creates a random number
choice = 1llFrand{max);
// Casting the float as an integer
// truncates the decimal
result = (integer)choice;
if(result == 0) 11Say(0, "Yes, of course");
else if(result == 1) 11Say(0, "Can not predict now"};
else if(result == 2) 11Say(0, "Signs point to yes");
else if(result == 3) 11Say(0, "Not looking good");
else if(result == 4) 11Say(0, "You can count on it"};
else if(result == 5) 11Say(0, "It is certain");
else if(result == 6) 11Say(0, "No");
else if(result == 7) 11Say(0, "YES");
}

}

* Finally, drag the Infinity Ball Script from the Inventory window onto the Infinity
Ball.
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Using this script, if the player touches the ball, the ball will randomly reply with
one of the eight responses, much like the popular toy. This is a simple experiment, but
it covers the basics of creating interactive objects in Second Life. With practice, any-
thing is possible.

A Success Story

Probably the biggest success in the Second Life gaming community is 7ringo. Tringo is
a surprising mix of bingo and Zezris®. It has become such a success that it was licensed
for commercial release in the real world. Designed by 30-year-old Australian pro-
grammer Nathan Keir over a Christmas break from college, no one expected Tiingo to
be the hit it has become. Donnerwood Media is preparing to publish Tringo as a
mobile and Internet game [Grimes05].

g

FIGURE 7.4.7  The author playing a game of Tringo. Screenshor from Second Life

(www.secondlife.com), a service of Linden Research, Inc.
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Tringo manages to utilize the strengths and weaknesses of the Second Life environ-
ment perfectly. After paying to join the game, the player has a score card similar to a bingo
card, only covered in Zéris-like pieces. The game calls out pieces, which cannot be
rotated. The first player to fill their card calls “Tringo!” and they win the pot. It is simple
and addictive, especially since you can socialize with other players as you play [Grimes05].

Conclusion

The simple genius of 7iingo is a testament of what can be accomplished in Second
Life. Second Life is in the early stages of its development, and even with a success story
like 7ringo, only a small fraction of what can be accomplished with Second Life has
been realized. The next multimillion-dollar epic game may be designed within Second
Life. Possibly the next big-hit casual game will be created inside its world. Being on
the brink of something new, and having virtually unlimited resources to experiment
and be creative with may give birth to the next big thing in the history of MMOGs.
So all that is left is the big question: How will you spend your Second Life?
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In this Internet gaming gem, we will describe a useful technique for creating peer-to-
peer network sessions between workstations that are behind home or ISP Network
Address Translators (NATs). The technique is applicable to many client-server
architecture-based online games as well, because a separate peer-to-peer connection
between currently interacting clients can alleviate some of the network burden on the
servers. Game developers can use the peer-to-peer channel to carry data such as voice,
chat text, and real-time video to enhance gameplay experience. We will discuss how
NAT affects peer-to-peer connections, tricks to reliably create connections between
computers behind NAT, and provide source code that can be used directly by game
developers. The hope is that with this enhanced connectivity, games will not only be
more fun, but also be able to reach more customers.

The Problem

As a game developer, if you want your game applications to be able to connect with
each other in peer-to-peer mode without consuming costly server bandwidth, no
matter how you design the solution, you will inevitably face the wall of NAT. Almost
every commercial home network router, such as Linksys, Netgear, and many ISPs, rely
on NAT to connect home computers to the Internet. Using NAT, ISPs avoid allocat-
ing a fixed static IP address to each customer. It allows ISPs to extend their IP address-
ing and support a lot more customers than the number of static IP addresses they
own. NAT also allows home users to configure their home network using a separate
private network address space, hiding the network’s topology from the outside world.
NAT achieves this through dynamic address and port translation. A four-tuple (local
IP address, local port number, remote IP address, remote port number) uniquely
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identifies to the NAT each network connection or session. To bridge a home network
with an external network, such as the ISP’s network or the global Internet, a NAT
device allocates a port from its own port space to each outbound connection passing
through it. The NAT device automatically replaces each outbound packet’s source IP
address with the NAT device’s IP address, and the source port with the allocated
external port number.

Figure 7.5.1 illustrates a typical home network consisting of a home router acting
as a NAT device for a set of home computers and other computing devices. The NAT
device has an ISP-assigned, globally routable IP address, 172.168.5.23. Behind the
NAT device is a private network using local IP address space 10.0.1.x. Assume that the
home computer, 10.0.1.3, wants to connect to a service at global address 23.34.1.2,
port number 1234. The NAT device will intercept the connection request (TCP SYN
packet). According to the NAT protocol, it will allocate a new port number—for
example, 5462—for this new connection. Then it replaces the outbound packet’s
source IP address with its own global IB, and the local source port number with the
newly allocated port number, 5462. The NAT device uses the tuple (10.0.1.3, 31420,
172.168.5.23, 5462) to uniquely identify this connection and the translations required
to maintain it. As Figure 7.5.1 shows, for every outbound packet with source address
10.0.1.3:31420, the NAT device translates the source address to 172.168.5.23:5462.
For every inbound packet with destination address 172.168.5.23:5462, the NAT
device translates the destination address to 10.0.1.3:31420.

Outbound Outbound
1(’;5’:‘ 5 (before NAT transiation) (after NAT translation)
(10.0.1.5) source 10.0.1.3:31420 source 172.168.5.23:5462
destination |23.34.1.2:1234 destination | 23.34.1.2:1234
g il e 2 .
~ ) «— «— [
Home PC Server
(10.0.1.3) source 23.34.1.2:1234 1';21;6'3:‘5’)'32 source 23.34.1.2:1234 (23.34.1.2)
destination [10.0.1.3:31420 (172.168.5.23) destination [172.168.5.23:5462)
Inbound Inbound
(after NAT translation) (before NAT translation)

Laptop
(10.0.1.2)

FIGURE 7.5.1 Network address translation device.
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One of the complications NAT introduces to online games is that only connec-
tions originating from within the internal network can be established. A NAT device
drops all inbound connection requests from the external network for which there is
no translation tuple already recorded. Those dropped requests are called “unsolicited
connection attempts.” In other words, the problem is that a computer behind a NAT
device cannot connect to another computer that is also behind a NAT device. Typi-

cally, this is not an issue for pure client-server-based games, as the server often uses a
global IP address and does not use NAT.

State-of-the-Art

Due to the increasing popularity of applications such as peer-to-peer file sharing,
Voice over IP (VoIP) teleconferencing, and online gaming, there is tremendous need
to overcome the connection restriction imposed by NAT. Fortunately, there have been
a number of solutions and hacks devised recently. One of the techniques that estab-
lishes peer-to-peer connections for computers that are both behind NAT devices is
“hole punching.” Hole punching can work for both UDP [Guha05] and TCP con-
nections [Biggadike05] [Eppinger05] [Ford05]. In hole punching, computers at both
ends try to initiate outbound connection attempts to the other end, using both the
other end’s private (internal) address and public (external, translated) address. The
outbound requests will effectively punch holes in—or, in other words, add translation
entries to—the NAT devices on the path, thus enabling the NAT devices to accept
the inbound connection from the other end. Hole punching is simple and transparent
to the applications. It works very robustly and reliably for most well-behaved com-
mercial NAT devices.

There are several different ways of performing TCP hole-punching. The NAT-
BLASTER paper [Biggadike05] describes a TCP hole-punching approach that uses a
source IP spoof server and sequence number coordination tricks to establish TCP
connections between two NATed computers. [Eppinger05] presents a method that
uses regular socket programming and a sequence of orchestrated events to connect
two NATed end computers. A more recent paper [Ford05] discusses how to establish
peer-to-peer TCP connections using the special SO_REUSEADDR and SO_REUSEPORT
socket options. We will describe in detail how to do TCP hole-punching based on
[Ford05]. Understanding the technique requires familiarity with TCP/IP networking,
NAT operating principles, and socket programming.

Approach

Figure 7.5.2 illustrates the configuration of a target network system. Without loss of
generality, assume that there are two client computers, node A and node B. Both are

networked and behind the NAT devices NA and NB, respectively. Furthermore,

assume that node A resides in a private home network, 10.0.1.x, and its internal IP
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Connection Broker Server
(68.238.128.12:3478)

(172.168.5.23:4583) / \(155.55.80.5:8940)
NAT Device NA NAT Device NA
(172.168.5.23) (155.55.80.5)

Home PC A Home PC A
(10.0.1.5:23691) (192.168.0.10:13512)

FIGURE 7.5.2 Example setup of two client machines and a connection server.

address is 10.0.1.5. B is at address 192.168.0.10 on internal network 192.168.0.x.
NA's globally routable address is 172.168.5.23, and NB’s globally routable address is
155.55.80.5. The goal is to use NAT hole-punching to establish a TCP connection
between node A and node B for transmitting online gaming data. The procedure uses
typical socket programming and involves the steps described in Figure 7.5.3.

As Figure 7.5.2 shows, for the hole-punching approach to work, it requires a
Connection Broker Server (C) to facilitate connection establishment between A and
B. C must have a globally routable IP address and use a known port number as the
brokering service entry point. Assume that C’s global IP address is 68.238.128.12 and
it publicizes port number 3478 as the brokering service port. The steps for hole
punching are illustrated in Figure 7.5.3.
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Home PC A
(10.0.1.5:23691)

UL

Connection Broker Server Home PC B
(68.238.128.12:3478

-

=

(192.168.0.10:13512)

Register A's local and global endpoint information
(local: 10.0.1.5.23691
global: 172.168.5.23:4583

-

Register B’s local and global endpoint information
(local: 192.168.0.10:13512
global: 155.55.80.5:8940

Startup request

A

B’s endpoint information and token
(local: 192.168.0.10:13512
global: 155.55.80.5.8940
token: Ox3E14A901

Y

A's endpoint information and token
(local: 10.0.1.5.23691
global: 172.168.5.23:4583
token: Ox3E14A901

TCP connection request SYN
(destination: 192.168.0.10:13512
token: Ox3E14A901

TCP connection request SYN
(destination: 155.55.80.5:8940
token: Ox3E14A901

TCP connection request SYN
(destination: 10.0.1.5:23691
token: 0x3E14A901

Authenticate token

FIGURE 7.5.3

TCP connection request SYN
(destination: 172.168.5.23:4583
token: 0x3E14A901

The steps for hole punching. The procedure consists of 1) the end-point

registration stage, 2) the startup stage, 3) the connection stage, and 4) the authentica-

tion stage.

To enable a NAT device to accept inbound connection attempts targeting a par-
ticular client machine and service connection port behind the NAT device from a
particular source address in front of the NAT device, a client machine first establishes
a translation entry in the NAT device’s end-point translation table. This translation
entry maps an internal IP address and port number to an external IP address and an
unused NAT device port number. To do this, the client machine sends a preemptive
outbound packet using the expected inbound packet’s global source address and port
number as the destination address and port number.
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As we have described earlier, a tuple of local address, local port number, remote
address, and remote port number uniquely identifies a network connection or session.
The NAT device will record the tuple of every outbound attempt. Later, when it sees
inbound packets matching one of the recorded connections or sessions, it will replace
the packet’s destination address and port number with the local private address and
port number routable in the private network behind the NAT device, and pass the
packet on to the internal destination. The preemptive outbound packet creates a new
connection (or session record) in the NAT device, and when the NAT device encoun-
ters the packets from the expected connection attempt, it thinks they are part of an
already active connection, and therefore should be accepted. This is the basic princi-

ple of hole punching.

End-Point Registration Stage

In the end-point registration stage, each client machine initiates a TCP connection to
the connection broker server and registers both its internal pair of address and port
number and its external public address and port number. A client machine can
retrieve its local IP address and port number through the getsockname() socket API
call. If successful, the call returns both a 16-bit port number and a 32-bit IP address.
Then the client machine obfuscates the IP address by doing a bitwise x0r with a four-
byte magic number that both the connection server and the client machines agree on.
Obfuscation of the IP address is necessary to avoid the corner case where a naive NAT
device blindly scans payloads, translating IP addresses. After that, it constructs a
packet payload as defined below, connects to the connection broker server, and sends
the constructed payload.

typedef struct {
unsigned long port;
unsigned char address{4];
} local_end_point_info_ t;

local_end_point_info_t payload;

unsigned char magic[4] = { Oxde, Oxad, Oxbe, Oxef };
struct sockaddr_in sin;

int server_tcp_conn_sock;

// allocate and bind server_tcp_conn_sock ...

int sinlen = sizeof(sin);

getsockname (server_tcp_conn_sock, (struct sockaddr*)&sin, &sinlen);
payload.port = sin.sin_port;

// XORing each byte obfuscates IP addresses in order to thwart
// NAT devices which replace IP addresses

// found in packet payloads.

payload.address[0] = BYTEO(sin.sin_addr) ~ magic[0];
payload.address([1] BYTE1(sin.sin_addr) *~ magic[1];
payload.address[2] BYTE2(sin.sin_addr) ~ magic[2];
payload.address[3] = BYTE3(sin.sin_addr) ~ magic[3];

t
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The broker server knows a client machine’s public address and port number (after
one or possibly multiple NAT translations) once it accepts the client’s connection.
And it extracts the client machine’s private address and port number from the packet
payload:

typedef struct {
unsigned long local_port;
unsigned char local address[4];
unsigned long remote_port;
unsigned char remote_address[4];
} end_point_info_t;

end_point_info_t end_point;
struct sockaddr_in sin;
socklen_t sinlen;

int server_sock;
local_end_point_info_t payload;
..

sinlen = sizeof(sin);

accept(server_sock, (struct sockaddr*)&sin, &sinlen);
end_point.remote_port = sin.port;
end_point.remote_address[0] = BYTEO(sin.sin_addr);

/...

point_point.remote_address[3] = BYTE3(sin.sin_addr);
GetPayload(server_sock, payload, sizeof(end_point_info_t));
end_point.local_port = payload.port;
end_point.local_address[0] = payload.address[0] ~ magic[O];
/...

end_point.local_address[3] = payload.address[3] ~ magic[3];

Both client machines register their local and remote addresses with the connec-
tion broker server in this step, although not necessarily simultaneously.

Startup Stage

Assume that node A wants to establish a pecr-to-peer connection with node B. In the
startup stage, A sends a request to the connection broker server C indicating that it
wants to connect to B. Upon receipt of the request, C responds by sending B’s end-
point information (i.e., public address and port number observed by C and local
address and port number reported by B) back to A. Similarly, it will also send the end-
point information for A to B. The connection broker also generates a unique token (a
sequence number, time stamp, or simply a random number) and sends the token
along with the other information to both A and B. In the next connection stage, both
A and B will use the token to prove the authenticity of each other’s connection
request. Though rare, without any sort of authentication, spurious connections based
on stale connection requests could be established. Erroneous connections may also be

possible if both nodes, each behind a different NAT, share the same private address
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space. To make the connection approach more robust and trustworthy, it is also pre-
ferred to have the token digitally signed. A simple solution is to use a public/private
key authentication scheme to sign the token. The connection server can compute a
public/private key pair and release its public key to all of the client machines, includ-
ing A and B. When the connection server replies to A’s startup request, it also returns
a private key signed statement. For example, the connection server could create a
statement that reads “In response to the client (A) at 172.168.5.23’ request (ID =
12345) to connect to the client (B) at 155.55.80.5, the server at 68.238.128.12 issues
token 0x3E14A901 to both A and B.” Then server C computes a hash digest of the
statement, using a hashing algorithm like SHA-1, and digitally signs the hash using its
private key. C sends the statement and the signed hash to both clients A and B. The
signing procedure allows clients to authenticate the statement by computing their
own hash and comparing that to the one decrypted using C’s public key.

Connection Stage

The connection stage starts after A and B each receive the end-point information and
token from server C. A and B extract the token value from the received statement.
They can then verify the authenticity of the token by recomputing a hash digest using
the same method as C, decrypting the hash signature using C’s public key, and finally
comparing the decrypted hash with the recomputed hash. If they match each other,
the message from C is authenticated. Both clients record the 32-bit token value,
0x3E14A901.

Next, A creates a TCP socket, listening on the same port number it used for con-
necting to C. Then it allocates two more TCP sockets, also binding to the same port
number as the connection to C, and attempts connections to both B’s private local
end-point (192.168.0.10:13532) and B’s public end-point (155.55.80.5:8940). B
repeats the same procedure. It creates a TCP socket, listening on the port it uses to
connect to C, and issues TCP connection requests to both A’s public and private local
end-points using TCP sockets originating from the same port number as B’s connec-
tion to C. The reason for attempting connections to both the private and public end-
points is because A and B may reside behind the same NAT. In that case, the NAT
may not be capable of recognizing that outbound connection request actually requires
rerouting back to the private network. Both A’s and B’s connection requests include
the token number received from C for authentication purposes. Node A and node B
are both simultaneously trying to connect and are waiting for connections. The first
connection to complete the authentication stage (see Authentication Stage) ends the
process. The connected-to node can stop trying to connect, and the connecting node
can stop waiting for connections. If the NAT devices on the path between A and B are
all well-behaved NAT devices, after a few TCP connection attempts, clients A and B
will be connected.
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The described technique requires multiple TCP sockets binding to the same local
port number. More than that, it also binds the same port both for listening for incom-
ing TCP connection requests and issuing outgoing connection requests. Though not
a regular way of programming a TCP socket, all of these operations are supported by
most operating systems socket APIs, because a five-tuple consisting of protocol, local
IP, local port, remote IP, and remote port identifies a socket uniquely. This means that
socket programming allows binding of the same local port to multiple TCP sockets as
long as the destination IP address and port are different.

To enable sharing the same port number among TCP sockets, applications have
to set the TCP socket option SO_REUSEADDR or SO_REUSEPORT. Applications can con-
figure socket options through the setsockopt() API call. After configuring socket
options, node A or node B can bind the socket to the shared port number by calling
the bind() socket API function. Note that if the application does not set the socket
option propetly, binding to the shared port will fail and return with an “address
already in use” error.

Authentication Stage

To prevent the pathological case that a machine accepts a stale connection request or
spurious requests from other machines, connection requests are authenticated. Both
A and B provide the unique token issued by C in their connection requests. Upon
receipt of a connection request, a machine will verify that the request does not come
from a stale session by comparing the received token with the one received from the
connection broker. If they match, the intended connection is accepted.

Applications

This technique for establishing peer-to-peer TCP connections among multiple
NATed home PCs has great implications for a wide range of gaming applications.
First, it is directly applicable to a large number of peer-to-peer games. Many such
games are casual games that establish peer-to-peer TCP connections among a small
number of player PCs. They can benefit from the described method by extended net-
work connectivity. Second, for other types of online games, such as client-server-
based games, the described technique can facilitate establishing on-demand network
connections between client machines in addition to the clients’ connections to the
server. Game applications can take advantage of the availability of such peer-to-peer
connections to carry certain real-time information that does not require synchroniza-
tion by the server. Such information may include player speech, real-time video from
a source (e.g., a Web cam), and online char text. Without the peer-to-peer connectiv-
ity, the server must relay every piece of information to each client, consuming valu-
able server resources.
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Limitation

The described technique works for all the NAT devices belonging to the category of
cone NAT [Rosenberg03]. In a cone NAT, the NAT device consistently translates a
pair of internal private IP address and port number to a pair of external IP address and
port number, regardless of the destination address and port number. Unfortunately,
not every NAT device is a cone NAT. In contrast to cone NAT, so-called symmetric
NAT does not consistently translate an internal computer’s IP address and port num-
ber to the same unique external IP and port number.

To give an example, consider the setup in Figure 7.5.2. There is a client machine
A with internal IP address 10.0.1.5 behind NAT device NA with global IP address
172.168.5.23, and a second client machine B with internal IP 192.168.0.10 behind
another NAT device NB with global IP address 155.55.80.5. Assume that A wants to
connect to B. First it connects to the connection broker server C at 68.238.128.12
with service entry port number 3478. Assume that A’s socket binds to a local port
number 23691. Upon receipt of the outbound request, NAT NA will find a free port
number, 4583, and add a translation entry in its NAT table. For every outgoing
packet with source IP address 10.0.1.5 and port 23691, NAT NA, regardless of the
destination, always translates the source address and port pair to 172.168.5.23 and
4583; NAT NA is a cone NAT. In contrast to this behavior, if NAT NA is a symmet-
ric NAT, it will allocate a new port number for every outbound request to a different
target address. In this case, for the connection request to client B after connecting to
server C, NAT NA will replace the request’s source port number with another port
number instead of the number 4583 used in the case of cone NAT.

For the technique described in this gem to work, both NAT NA and NAT NB
must be cone NATs. Various studies show that most commercial NAT devices are
cone-NAT compatible [Ford05], and the trend is that symmetric NAT is becoming
less common among ISPs and NAT vendors as they strive to support popular peer-to-
peer applications.

Conclusion

This article describes how to establish TCP connections between gaming PCs that are
both behind NAT devices, using hole punching. The described technique can
enhance connectivity of peer-to-peer games. For server-based games, the additional
connection channels, if properly used, can potentially enrich online play experience.
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